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Abstract tations (e.g., power, memory). Conversely, the hard-

ware systems used to execute embedded applications
We describe our experience using reconfigurable gfe often dedicated to that particular application, al-
chitectures to develop an understanding of an agviating the need to be as general purpose as desk-
plication’s performance and to enhance its perfabp systems. As a result, there has been significant
mance with respect to customized, constrained logigterest in the ability to build custom hardware plat-
We begin with a standard ISA currently in use fdforms for which the design of the hardware is closely
embedded systems. We modify its core to megatched to the needs of the application.

sure performance characteristics, obtaining a systen:].here are a number of processors available now

that p_rowdes cycle-accurate “m”.‘gs and presents {i%t can be at least partially configured at the archi-
sults in the style ofjprof , but with absolutely no

. tectural level, such as Tensilica [37] and ARC [2].
software overhead. We then provide cache-behavjor . .
L ) : ) ile the systems from ARC are configurable at fab-
statistics that are typically unavailable in a generc__,.” . .
. . rication time, Stretch [35] makes the Tensilica pro-
processor. In contrast with simulation, our approac . o
. cessor reconfigurable at execution time through the
executes the program at full speed and delivers stafis- .
. . use of Field-Programmable Gate Array (FPGA)
tics based on the actual behavior of the cache subsys- . . .
chnology on the chip. Academic research into

tem. Finally, in response to the performance profi Rose types of systems is also an active area of in-

developed on our platform, we evaluate various uses .. ..
. . . jeéstigation [12, 19, 26, 21].
of the FPGA-realized instruction and data cachesvln igation | ]

terms of the application’s performance. In this paper we present tools and techniques that
leverage reconfigurable hardware to obtain very pre-

) cise measurements of the performance of an embed-
1 Introduction ded system on a sample application (BLASTN, as
described in Section 2). Section 3 describes the re-
Embedded applications are held to a higher standgghfigurable platform that is the vehicle for the re-
than desktop applications along a number of dimegsarch and experiments reported in this paper. In
sions. Not only must the functionality of the applisection 4, we illustrate our approach for collecting
cation be correct, it often must meet strict time coRtatistics by showing how to collect timing informa-
straints and function with restrictive resource limijgn using an FPGA-deployed circuit; here we ex-

“Sponsored by National Science Foundation under grdfnd recent work [31] on using reconfigurable archi-
ITR-0313203. tectures for profiling. Our approach does not instru-




ment software at all, but relies instead on reconfigj:  Fpx Leon Controller SRAM/
urable hardware and replicated logic to monitor tHe = Controler
cycles spent in each code segment of interest.
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Section 5, we extend this work to measure the per
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formance of an on-chip cache, the characteristics >
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which are otherwise beyond measurement on a stai
om
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dard processor, except through simulation. We th
examine various cache configurations for our partic:
ular benchmark, using our platform to conduct expe-

ditiously those experiments necessary for determin- ) ) o
ing a reasonable configuration in terms of footprift9ure 1: High-level architecture of the Liquid
and performance. We summarize related work R{OCESSOr System

Section 6 and offer conclusions in Section 7.

Layered Internet Protocol Wrappers

The major goal of our project is to measure

2 The BLASTN Algorithm and improve application performance, by provid-
ing an easily and efficiently reconfigurable architec-

Basic Local Alignment Search Tool(BLAST) [1] ture along with software support to expedite its use.
programs are the most widely employed set of sofile have gathered or developed the components de-

ware tools for comparing genetic material. ThejFribed next.
are used to search large databases in computational
biology for optimal local alignments to a queryLiquid Processor Module Figure 1 shows the
BLASTN (“N” for nucleotidg is a variant of BLAST high level architecture of the Liquid processor mod-
used to compare DNA sequences (lower-level thare. To interconnect the hardware to the Internet, the
proteins). A DNA sequence is a string of characteisgic within the module was fit within the Layered
(bases, with each base drawn from the 4-symbol aProtocol Wrappers [7]. The wrappers properly for-
phabet{A,C,T,G}. mat incoming and outgoing data as User Datagram

BLASTN is classically implemented as a threeProtocol / Internet Protocol (UDP/IP) network pack-
stage pipeline, where each stage performs progres:. A Control Packet Processor (CPP) routes Inter-
sively intensive work over a decreasing volume @fet traffic that contains LEON specific packets (com-
data. mand codes) to the LEON controller (lecirl). The

We analyze the performance of an open-addreRsn ctrl entity uses these command codes to direct
double-hashing scheme to determine word matchee LEON processor (Restart, Execute) and to read
as in stage 1 of BLASTN. We use a syntheticallynd write the contents of the external memory that
generated database and query containing only bages LEON processor uses for instruction and data
from {A, C, T, G}, for our experiments. In our experstorage. Finally, the Message Generator is used to
iments the bases were generated within the progragend IP packets in response to receiving a subset of
using random number generators. For the purposies command codes (e.g. Read Memory, LEON sta-
of these experiments, we used a word sizdf 11, tus).
which is also the default value af used by the fla-
vor of BLASTN that is distributed by the National

Center for Biological Information (NCBI). LEON Processor System Figure 1 also illustrates

some of the main components of the LEON proces-
sor base system [14], currently used by the European
3 Approach Space Agency for embedded systems development.
As can be seen in Figure 1, the LEON processor sys-
The Liquid architecture system was implementeem provides fairly sophisticated computer architec-
as an extensible hardware module on the Field-ptare model. It has many features, such as instruc-
grammable Port Extender (FPX) platform [25].  tion and data caches, the full SPARC V8 instruction
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Figure 2:Control software tool chain

) Figure 3: Circuit deployed per-method to profile
set, and separate buses for high-speed memory @gses spent in that method

cess and low-speed peripheral control.

For inclusion in the Liguid processor system, it _ )
was necessary to modify portions of the LEON pr@ped a totally nonintrusive, cycle-accurate approach

cessor system to interface with the FPX platforrdf? Measure how time is spent in an application. In-
One such modification was to change the Boot ROf€ad of inserting code into an application to mea-
such that the LEON processor begins execution ${'€ time, we deploy logic in hardware that counts
user code using the FPX platform’s RAM. the number of clock cycles spent when the program

All other components necessary to impIemeﬁPunter is within a specified range. Figure 3 illus-
the interface between the LEON processor systelftes the circuit that is instantiated for each range of
RAM, and User were implemented outside of tHEt€rest:

base LEON processor system. e Thegcc cross-compiler emits a load map that

shows the addresses at which each method or
Cross Compiler and Control Software We use function is loaded.
LEOX 1.0.18, a LEON toolbox open-source distri-
bution [24]. A memory map is extracted from the C ® We process the load map into a web page, an
program and supplied to the loader in our batch file. €xample of which is shown in Figure 4 for our
The web-based control software provides an inter- BLASTN application.
face to load compiled instructions over the Internet
into LEON’s memory. The different components of
the control software system are shown in Figure 2.
When users submit a request from the web inter-
face, the request is received by a Java servlet run-
ning on an Apache Tomcat server. The servlet cre- The range registers of the timing circuits are
ates UDP (IP) control packets and sends them to the |paded with the methods’ address ranges.
Liquid processor module, at a specified destination
IP and port. It then waits for a response and handlese During execution, our statistics module receives
the display of the response. It is also responsible for the program counter and the system clock. Each
error handling during transmission. timing circuit concurrently manages its counter,
incrementing its cycle-count register when the
program counter is within its range.

e The application developer selects the methods
to profile. The address ranges are transmitted to
the control processor of our platform using IP
packets.

4 Cycle-Accurate Profiling

e When the application program terminates, the
Using the reconfigurable platform, the details of cycle counts are transmitted back to the appli-
which are presented in Section 3, we have devel- cation developer over IP.
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Figure 4:Users select executing-time profiling by
method name

The results of our profiling show that most of the

execution time is spent in two methodsreLoop
andfindMatch . While such information is readily

obtainable usingprof , our approach returns cycle-
accurate timing with no application instrumentation.

5 Cache Behavior
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Figure 5:Cache signals extracted from LEON

the simulation typically excludes operating sys-
tem code and other artifacts that affect a pro-
gram’s performance on an actual system. From
our experience using SimpleScalar to obtain de-
tailed performance numbers (such as cache be-
havior), we have observed more than an order
of magnitude increase in completion times.

Memoization can improve simulation by an or-
der of magnitude [29], and approaches that sim-
ulate applications by sampling their phases [32]
can offer relief. However, direct execution on
the FPGA offers even greater performance and
runs an application to completion.

The results from Section 4 show that over half of our
BLASTN'’s (word matching) kernel's execution time e Simulation is based on an understanding of

is spent in thecoreLoop andfindMatch  meth-

how the processor’'s cache behaves under var-

ods. Based on our knowledge of this application, we ious conditions. For sophisticated cache sys-
next evaluate the application’s performance with re- tems, there can be implementation details that
gard to the memory-subsystem behavior. In partic- are difficult to replicate accurately in the sim-

ular, we are concerned about the application’s cache ulation. Unless the processor’s relevant logic

performance within the two methods of interest.

is faithfully simulated, the results will be in-

While most commercially available processors consistent with the actual hardware implemen-
contain on-chip cache, performance statistics for tation. Moreover, the documentation accompa-

the cache are not typically exported from the

nying processors is often inaccurate concerning

chip. Therefore, it is not possible to obtain cache- the details of the chip’s behavior.
performance information on such processors simply

by instrumenting the software. Application develop-
ers must currently turn to simulation to understa g

Owing to the flexibility of our reconfigurable plat-
rm, we next describe an approach that measures

their application’s cache behavior; simulation of %ache behavior precisely and at full speed. Figure 5

processor’s cache has the following disadvantageé

hows signals withil.EON that are relevant to the
cache subsystem. The top signal is the system clock.

e Simulation is much slower than direct execufFhe next four signals are the writes (hits and then
tion. As aresult, developers must often be satistisses) and the reads (hits and then misses). We
fied with full simulation of only a small fraction obtained these signals by modifyihg ON’s VHDL
of the program’s storage references. Moreovéo, set the signals at appropriate points in the cache



subsystem code. These signals are placed on our
Event Monitoring Bus; based on the current program

counter, the results are accumulated per-method as
described in Section 4. The bottom four signals show 10000
the accumulation of counts, based on the four signals 1800
above.
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5.1 Results for our Benchmark
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LEON'’s cache microarchitecture is parameterized,

so that the cache’s line size, overall size, and set asso- 1

ciativity can be easily selected at configuration time.

We next change these parameters for the D- and I-

caches and evaluate the cost (in terms of the area oc-

cupied by the synthesized bitfile) and performance

improvement for the BLASTN benchmark. Figure 6: Time to run our application on a Pen-
To understand how its performance might scaléym, on our reconfigurable platform, and on

we varied the size of our benchmark’s hash table @s(software) simulator to obtain cache-usage

Pentium 4 LEON SimpleScalar 3.0*

follows: statistics.
. . . Methods 32 KB table 128 KB table
e 32 KB—storing 2,500 11-mers into this hash ta- Reads | Writes | Reads| Writes
ble findMatch 900 600 | 900 600
coreLoop 1260 426 1261 426
e 128 KB—storing 10,000 11-mers into this hash ~ LOveral 8295| 1526] 3289 1527
table

The experiments below are characterized and IabeledFIgure 7:Benchmark statistics, in millions

by the hash-table size.

In its smallest configuration,EON offers a 1 KB stream. Moreover, the number of cache misses and
I-cache and a 1 KB D-cache, with both cachdsts is not affected by the clock speed.
mapped directly. From this base configuration, we If we instead tried to obtain these results through

explore the merits of the following: simulation using SimpleScalar, then each run would
take nearly a day to complete. Figuré @lustrates
e Increasing the I-cache to 4 KB this point quantitatively.

Turning to our benchmark, Figure 7 shows the
number of reads and writes issued by our applica-
e Increasing the flexibility of mapping into the Dion at each of its hash-table sizes. In all of our ex-
cache to 2-way set associative periments, the cache’s line size is fixed at 32 bytes;
line-size variation is the subject of future work.

Before presenting our performance results, we ex-For our first set of performance results, Figure 8
amine the time taken to obtain these results. A sishows the D-cache hit rates for various D-cache con-
gle run, where we searched through a 100 Mbaggurations. While the I-cache is held constant at
database to find matches to a 10000 base qudaryKB, results for the smallest and largest direct-
takes 30 mins to evaluate a given cache configuratimapped D-cache are shown. The third row in each
on our reconfigurable platform, which is currentlget shows a 32 KB, 2-way associative cache. Figure 8
clocked at 25 MHz. While this clock rate is well

below the rate available on today's stock arChlte\S:vith 512 KB cache and 768 MB of RAM. The simulation is an

tures, those architectures cannot provide our res@f§anolation based on runs using a smaller database of 1 million
without disturbing at least the program’s instructiobases, which completed 13 minutes.

¢ Increasing the D-cache to 32 KB

1For the Pentium, we used the Pentium 4, 2.6 GHz Processor



Configuration Methods Size [ Associativity [ Logic | Block Ram
Size | Assoc | findMatch | coreLoop | Overall 1 KB I-cache
32 KB Hash Table 1KB 1 45% 28%
1KB 1 99.17 91.25 96.27 32 KB 1 45% 71%
32 KB 1 99.97 99.90 99.94 32 KB 2 50% 71%
32 KB 2 99.99 99.96 99.99 7 KB I-cache
128 KB Hash Table 1KB 1 46% 32%
1KB 1 99.18 90.90 96.14 32 KB 1 46% 75%
32 KB 1 99.97 93.47 97.69 32 KB 2 51% 75%
32 KB 2 99.99 94.52 98.08

_ Figure 10: Resources consumed by various
Figure 8: Benchmark performance for 1 KB |- .5che configurations

cache. D-cache hit rates (percentages) are

shown for various D-cache configurations
cache from 1 KB to 4 KB. Figure 9 shows the

Configuration Methods i ; _

Size | Assoc | findMatch | coreLoop | Overall speedup obtained by moving to_ a4 KB I_cache for
35 KB Hash Table each of the D-cache configurations. While the ef-

1KB 1 331 1.00 2.26 fect oncoreLoop is negligible, the performance of

32KB | 1 3.33 1.00 2.31 . . . .

BrE 2 233 100 531 findMatch is nearly trlplgd, moreover, the over-
128 KB Hash Table all program’s performance is more than doubled, for

1KB 1 3.19 1.00 2.19 each D-cache configuration, by moving to the 4 KB

32KB | 1 321 1.00 2.47 l-cache

32KB | 2 321 1.00 2.21 '

In summary of our findings, our platform enabled
us to determine that the smallest D-cache (1 KB)
Figure 9: For each D-cache configuration, the ith the largest I-cache (4 KB) yielded an execution
speedup resulting from expanding the 1 KB |- time of 25.77 minutes on the 128 KB hash table. At
cache to 4 KB is shown the other extreme, a 32 KB D-cache and a 1 KB I-
cache took 56.13 minutes . The difference in execu-

shows that the increase in D-cache size to 32 KBnN time is afactor of 2.17 .
does not improve the hit rate dramatically for the the We next analyze how the FPGA's resources are
128 KB hash table. However, for the 32 KB hash thest spent, based on the results we show above. Fig-
ble, most of the table fits in the D-cache; hence, thee 10 compares the area consumed by the configu-
number of misses decreases significantly. rations we tested. For each configuration, the third
While the improvement in D-cache performanceolumn shows the percentage of the FPGA’s area
is impressive, we also learned from these runs tiat is occupied by the entire synthesis. The fourth
the data cache is actuallyot crucial to this pro- column shows the percentage of the FPGA’s block
gram’s performance. Given the number of storag®AM that is consumed by all components in the syn-
operations shown in Figure 7 and the relatively highesis. Because the cache entries are implemented in
(~90%) hit rate in the (smallest) D-cache, our applplock RAM, there is a substantial increase in block
cation spent on the order of 5% of its execution tinlRAM usage when the cache is increased from 1 KB
in the data storage subsystem. to 32 KB. Increasing the set-associativity of the data
Further analysis, based on these results, detexche has no impact on the block RAM and only
mined that most memory accesses are apparentlyrfonimal impact £-5%) on the occupied space.
stack-allocated variables, which explains the veryBased on the performance numbers shown in Fig-
high hit rates seen in the D-cache. Also, missesure 8, increase in cache size is strongly correlated
cache occur primarily when accessing the hash with cache performance for benchmark when it uses
ble. The later claim is easily verified by comparinthe smaller hash table. Given the marked increase
the miss rates in the 32 KB D-cache for the 128 KB block RAM usage, and assuming there may be
and 32 KB hash tables. other uses to which that block RAM could be ded-
We next examine the effects of increasing the ikated, it is possible that a smaller D-cache (of 4 KB



or 8 KB) should be tried with higher set-associativityyumber of modern systems. Sprunt [34] describes
since the impact on logic space would be fairly mirthe specific counters, etc. built into the Pentium 4
imal. for exactly this purpose. In an attempt to general-
When Figure 9 is taken into account, it is clear thae the availability of these resources in a processor-
the best investment of space in terms of performariceependent manner, the Performance Application
is the increased I-cache. The larger I-cache causd®ragrammer Interface (PAPI) [8] has been designed
modest increase in the logic spae€l@s), uses-4% to provide a processor independent access path to the
more block RAM, but cuts the runtime by more thatypes of event counters built into many modern pro-
half. On the other hand, expansion of the D-cackessors. There are a number of practical difficulties
consumes about the same amount of block RAM Huotthis approach, however, as described in [11]. First,

cuts the execution time by only 5%. since the underlying hardware mechanisms rely on a
software interface, they are not truly non-intrusive.
Second, the specific semantics of each mechanism is
6 Related Work P

often not well documented by the manufacturer, even
to the point where similarly named items on differ-
ent systems have subtly different meanings. Finally,
there are a number of items of interest, such as cache
The performance modeling approach that yields dshavior, that are not available at all via these mech-
timates quickest is analytical models, often deriveshisms.
directly from the source code. Examples of this in- Our work is not the first attempt to use the recon-
clude: [6], which describes an approach for the afigurable nature of FPGAs to support performance
alytical modeling of runtime, idealized to the extemheasurements on soft-core processors. Shannon and
that cache behavior isn’t included; and [36], a classthow [31] have developed SnoopP, a non-intrusive
paper on estimating software performance in a codgooping profiler. SnoopP supports the measure-
sign environment, which reports accuracy of abomtent of the number of clock cycles spent execut-
+20%. ing specified code regions. The address ranges that
Due to the simplifying assumptions that are nedefine code regions are specified at synthesis time.
essary to yield tractable results, analytic models arkis work builds upon that idea, adding the ability to
notorious for giving inaccurate performance predicaonitor additional features of the system (e.g., cache
tions. Moreover, application models often requiractivity).
sophisticated knowledge of the application itself. By Others have used FPGAs as rapid-prototyping
contrast, simulation and the direct execution we prplatforms to explore various aspects of a processor’s
pose are both “black box” approaches. design, including its performance. Ray and Hoe [27]
The method normally used to improve accurave synthesized and executed a superscalar specu-
racy beyond modeling isimulation Simulation lative out-of-order core for the integer subset of the
toolsets commonly used in academia include: SiBimpleScalar PISA. Simpler systems (more on a par
pleScalar [4], IMPACT [9], and SimOS [28]. with our approach, complexity-wise) include [16]
Given the long runtimes associated with simuland [33].
tion modeling, it is common practice to limit the
simulatiqn exepution to only a single.applicatiog_z Customization for Improved Perfor-
run, not including the OS and its associated perfor- mance
mance impact. SimOS does support modeling of
the OS, but requires the simulation user manage fhigere has been significant work centered around the
time/accuracy tradeoffs inherent in simulating suchidea of customizing a processor for a particular ap-
large complex system. plication or application set. A few examples are pro-
Performance monitoring in a relatively nonvided here. Arnold and Corporaal [3] describe tech-
intrusive manner using hardware mechanisms builgues for compilation given the availability of spe-
into the processor is an idea that is supported orial function units. Atasu et al. [22] describe the de-

6.1 Heuristic Approaches for Perfor-
mance Modeling and Measurement



sign of instruction set extensions for flexible ISA sysuitry can consume increasing area in the FPGA as
tems. Choi et al. [10] examine a constrained appliddée number of events and methods of interest grows.
tion space in their instruction set extensions for DSKWe are currently investigating an approach whose
systems. Gschwind [17] uses both scientific comparea grows with the number of events and methods
tations as well as Prolog programs as targets for histually of interest, rather than the larger number of
instruction set extensions. potential combinations of events and methods.
Gupta et al. [18] developed a compiler that sup- Our evaluation of BLASTN revealed that spend-
ports performance-model guided inclusion or excling extra chip resources on I-cache was comparably
sion of specific hardware functional units. Sysnuch more effective than spending those same re-
tems that use exhaustive search for the exploratisources expanding or increasing the set-associativity
of the architecture parameter space are descriliédthe D-cache. Our evaluation sampled only a
in [20, 23, 30]. fraction of the microarchitecture configurations that
Heuristic design space exploration for applicatiorgould be deployed and evaluated. In future work,
specific processors is considered in [13]. Pruninge seek to explore and identify efficient configura-
techniques are used to diminish the size of the ndions automatically. Generation of all possible com-
essary search space in order to find a Pareto-optifpiaations is prohibitive; thus, research is needed to
design solution. explore the microarchitecture design space intelli-
In [5], the authors use a combination of analytigently.
performance models and simulation-based perfor-As we move from the microarchitecture to the
mance models to guide the exploration of the desitHA, we are interested in identifying structures that
search space. Here, the specific application is in thgprove the performance of specific applications,
area of sensor networks. Analytic models are usgdch as software pipelines, new instructions, and spe-
early, when a large design space is narrowed dowrcialized data types.
a "managable set of good designs,” and simulation-
based models are used to provide greater detail on
the performance of specific candidate designs. ACKnowledgements
The AutoTIE system [15] is a development tool .
from Tensilica, Inc., that assists in the instruction s{¥¢ thank James Brodman of the DOC group for his
selection for Tensilica processors. This tool exploii€!P Preparing the figures for this paper. We thank
profile data collected from executions of an applickd Kotysh and Paul Spiegel for their careful proof-

tion on the base instruction set to guide the inclusiéﬂad'ng'
or exclusion of candidate new instructions.
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