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Abstract

Many application domains require adaptive real-time entmstsystems that can change their functionality
over time. In such systems it is not only necessary to guegalitning constraints in every operating mode, but
also during the transition between different modes. Knoppr@aches that address the problem of timing analysis
over mode changes are restricted to fixed priority schedutialicies. In addition, most of them are also limited
to simple periodic event stream models and therefore, thaynot faithfully abstract the bursty timing behavior
which can be observed in embedded systems. In this paperppese a new method for the design and analysis
of adaptive multi-mode systems that supports any everatnstneodel and can handle earliest deadline first (EDF)
as well as fixed priority (FP) scheduling of tasks. We embedtialysis method into a well-established modular
performance analysis framework based on Real-Time Calcaihd prove its applicability by analyzing a case
study.

1 Introduction

Several application domains ask for real-time embeddetksgsthat can adapt their behavior at run-time by
changing their operating mode. Examples of multi-modeesystare adaptive control systems in the automo-
tive domain or new mobile phone applications such as so&wafined radio receivers. A mode change in an
embedded application can be requested for several reaBongxample the system might need to switch to an
emergency state, to adapt its behavior to changed conslitoiine environment or to change its resource usage.

Another example is the use of scheduling servers within anatjmg system. They assign a periodic computing
service to each application and therefore, lead to a lamgelyced timing interference between applications. But
the computing bandwidth available to a specific applicatieeds to be adapted to its needs and new servers appear
with new applications. Each of these adaptations leads toderohange.

We assume that a mode change can involve changes in the s&fted tasks, changes in the parameters
of tasks (e.g. execution time, deadline) or changes in thieation pattern of tasks. In such adaptive real-time
systems, all deadlines must be provably met not only in tldévidual operating modes, but also during the
transitions between modes. It is therefore essential toigeodesigners of multi-mode real-time systems with
appropriate instruments for the verification of timing doamits across mode changes.



In general, a sudden mode change at run-time can have sexktmexpected impacts on the timing behavior
of a system. For instance, if the execution of a task is triggidy an event stream, replacing the event stream
instantaneously with a less demanding one (e.g. one witlgarlgeriod) can nevertheless harm the system,
because bursts of events appearing at the switching timkeadro a transient overload of the system and missed
deadlines.

Related work

The problem of timing analysis across mode changes has ddeesaed previously, see [7]] [4] and the references
therein. An analysis approach for mode changes on singleepsor systems with rate-monotonic scheduling is
introduced in[[8]. The analysis approach is improved andretd to deadline-monotonic scheduling in/[10]. The
model is augmented with transition offsets [in [6], whichmis to avoid overload situations. However, a way
to calculate such offsets is not provided. A slightly diet mode change protocol is introducedlin [7], together
with an algorithm for offset calculation. All these analysnethods are limited to strictly periodic task activation.
This restriction was recently overcome lin [4], where thénatg consider mode changes under a more general task
activation scheme. In their model each event stream is itbescby three parameters: period, jitter and minimum
distance between events. Although this model capturesidenakly more complex activation patterns, it still
describes only a limited set of event streams. Mode chargedidtributed systems are also considered_in [4].
However, the authors limit their discussion to identifyimegurring effects of a mode change as the main problem
for the analysis of an example system, without devising ailget analysis procedure for the general distributed
case. The main limitation of all mentioned analysis appneads the restriction to scheduling policies with fixed
task priorities (FP). To the best of our knowledge, the aialpf mode changes under scheduling policies with
dynamic priorities like earliest deadline first (EDF) hawe been considered so far.

Contributions

e We present a method for timing analysis of single-processdti-mode systems with earliest deadline first
(EDF) or fixed priority (FP) scheduling of tasks that supp@my task activation pattern.

e We show how the method can be applied to transform a non-atdi#d mode change into a schedulable
one using an offset.

e We prove the applicability of the presented method by amadya case study.
2 Mode Change- An Example

For illustrative purposes, we present a multimedia systetiiundergoes a mode change. It will serve as a case
study throughout the paper, and will help us to visualizepitesented theoretical results. Hig. 1 shows the archi-
tecture of a digital set-top box implementing a picturgiature (PiP) application where two concurrent MPEG-2
video streams are being decoded on a single CPU and dispteydte same output device. The streams corre-
sponding to the main window Wand small window W in the output device are denoted ass8d S, respectively.
The CPU executes two taskg @nd T, which perform the MPEG-2 decoding for 8nd $, respectively. The
inputs to the tasks are compressed bitstreams and thentswape decoded macroblocks, which are written into
playout buffers.

Consider now that the video displayed on \8hanges from video stream 8node 1) to a video streany Gew
with a lower workload (mode II). Such an instantaneous mdamge is likely to result in a transient overload of
the system and missed deadlines, which in this scenarislétas to distorted playback. A common way to reduce
the workload during mode changes is to delay the start of nidol an offset [6]. In this case workload from
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Figure 1. System architecture

mode | is accepted up to the time of the mode change reguest while workload from mode Il is not accepted
beforetwcr + §, whered is the length of the offset. The designer of the set-top beedsdo find an offset of
sufficient length in order to avoid distorted images duritigam changes. At the same time, the offset should be
kept as short as possible. Adding an offset delays the swotthe new video stream however, the disruption is
completely predictable at design time.

Choosing the offset for a mode change is not trivial at allilllstrate this, consider that the two tasksdnd
T, are scheduled according to a preemptive FP schedulingyp@lith T, having higher priority than . For
the sake of simplicity, assume that and T, are triggered by periodic event streams with jitter and lerestant
execution times. In Sectidd 7 we will analyze the set-top lmmde change scenario for realistic MPEG-2 video
streams. For now, consider the stream parameters reportéid.i2. A reasonable guess for the length of the
offset at the mode changeds= 21, which is the maximum distance between the arrival of twoeve stream
S;. Since the workload for Sewis slightly smaller §/18 < 2/11), one might assume that this offset is sufficient
for meeting all deadlines. However, the trace depicted gn[Eishows that witld = 21 an activation of task I
can miss its deadline due to the video change in the higheritgrstream. In other words, switching between two
video streams in Wcan cause an unpredictable disruption in the video playb&@k,. The example shows that
formal methods are desirable for the design and analysisutif-mode real-time systems.
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Figure 2. Missed deadline due to transient overload during m ode change

3 Real-Time Calculus
In this section we describe the framework of Modular Perfmmoe Analysis with Real-Time Calculus (in short

called MPA-RTC), on top of which we will develop the analystsnmode changes. MPA-RTC is a compositional
framework for system level performance analysis of disted real-time system§1[9]. It has its roots in Net-
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Figure 3. Two abstract components in MPA-RTC

work Calculus[[3|.5]. It analyzes the flow of event streamstilgh a network of processing and communication
resources in order to compute worst-case backlogs, eeddadelays and throughput.

3.1 A General Event Stream Model

Event streams are abstracted by a tuple\) = [a“(A), o!(A)] of upper and lower arrival curves which
provide an upper and a lower bound on the number of evergayime interval of lengthA. If R]s,t) denotes
the number of events that arrive in the time interiat) , then the following inequality holds

ol(t —s) < R[s,t) < a%(t —s) Vs <t,

wherea®(A) = o!(A) = 0 for A < 0. Arrival curves substantially generalize conventionatrevstream
models such as sporadic, periodic or periodic with jittesté\that often the domain of arrival curves are workload
units. Event-based arrival curves can be converted to watkbased arrival curves by scaling with the best-
case/worst-case execution demand of events. We will usevtinkload-based interpretation in the rest of the
paper.

3.2 A General Resource Model

The availability of processing or communication resourisegescribed by a tuplg(A) = [8%(A), 3(A)] of
upper and lower service curves which provide an upper anevarlbound on the available serviceany time
interval of lengthA. The service is expressed in an appropriate workload uniipedible to that of the arrival
curve, like number of cycles for computing resources or$fte communication resources.df/s, t) denotes the
amount of workload units available from a resource in thestimerval[s, ¢) , then the following inequality holds

Bt —s) < Cls,t) < Bt —s) Vs <L
3.3 Processing Mode and Analysis

In real-time systems, event streams are typically procebyea sequence of HW/SW components. In the
framework of MPA-RTC such processing or communication congmts are modeled by abstract performance
components that act as curve transformers in the domairrieleaind service curves, where the transfer function
depends on the modeled processing semantics.

A typical example for an abstract performance componertiércontext of MPA-RTC is &reedy Processing
Componen{GPC), shown in Fig. 3(a). It models a task that is triggergdhe events of the incoming event
stream which queue up in a FIFO buffer. The task processesvtngs in a greedy fashion, while being restricted
by the availability of processing resources. The worseaasponse time experienced by an event at a GPC and
the worst-case backlog of a GPC satisfy the following upmemils
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Having a delay requirement for a GPC component means that we require(B¢l ) < d for VA € R=0
which can be expressed as the inequality

(A —d) < p(A) VA e RZ. ©)

A GPC is said to be schedulable, if for all events of the triggeevent stream the above inequality is satisfied.
Performance components are connected to a network whidcteflhe data flow as well as the hardware
architecture of the modeled system. Some scheduling psli@r shared resources are expressed by the way
abstract resource streafigre distributed among the different abstract componemtsinBtance, in a preemptive
FP scheduling scheme with two tasks the lower priority tadl gets the resources left over by the higher priority

task. In the MPA-RTC framework this is modeled by connecthrgservice stream outpgt of the higher priority
GPC with the service stream input of the lower priority GPGlaswn in Fig[3(d). We find a lower bound 6t
with

BUA) = sup {B'(N) —a" (W} )
0<A<A
Other scheduling policies are modeled by means of abstex®ormance components with multiple event
stream inputs and tailored internal relations. An exanmgptlé abstract performance component for EDF schedul-
ing, depicted in Fid. 3(b) for the case of two tasks. For a gdrieDF component with n tasks, the deadlines of all
triggering event streams are guaranteed to be met if thenb@@mum processing demaigtiof all the streams is
smaller than the minimum servig# available to the component. This is the case if the followiregjuality holds

n

QA) =" ol (A—dy) < B'(A) VA eR, (5)

whered; is the deadline associated to event stréand the functior)'(A — d;) is the maximum processing
demand of streamwhich results from events that arrive and have their deasglmithin a time interval of sizA.
This function is often referred to @&mand bound functiof2]. We can also compute the remaining service from
an EDF component

n

B'(A) = sup {B'(N) =" al(V}. (6)
0<A<A -
This allows us to connect GPC and EDF components using thiiice inputs and outputs, and model arbitrar-
ily complex hierarchically scheduled systems where FP dbB &cheduling policies are mixed.

4 Mode Change M odel

In this section we define a model for mode changes which pesvilde basis for the timing analysis described
in the following sections. Anode change reque@CR) can be initiated by the environment or by the system.
An MCR is asynchronous and can happen at any time of a modetéxecenoted byycr. In order to exclude
interference of multiple mode changes, we assume that a n@R kFannot occur during a transition between



modes. We will refer to the mode in which a change is initisaednode I. The target mode of a change will be
called mode Il. Each mode comprises a set of tasks to exediite.task set or parameters of single tasks can
change only at mode switches. Each task is associated wébtamation stream expressed as an arrival caryva
best-case execution demaihd worst-case execution demamdand a deadlind. These parameters are defined
for all modes however, they may be different for the différerodes. During a mode change, we differentiate
between several types of tasks:

Added tasks are active in mode I, and inactive in mode |. Therefore, weehg (A) = 0 VA. Activations for
these tasks will be accepted only at timg tpcr.

Completed tasks are active in mode |, and inactive in mode Il, thug(A) = 0 VA. Activations for these tasks
will be accepted only at time < #ycr. For all activations the task execution needs to be contghleteen if
this happens aftéfcr.

Unchanged tasks are active in mode | and mode Il with the same parameters. ARMG@xs not affect them.

Changed tasks are active in mode | and mode Il with different parametersz oy V wy # wy Vbr # by Vdp #
di. They are activated with the first set of parameterst fer tycr and with the second set of parameters
for ¢t > tmcr. As for the completed tasks, changed tasks need to complletesautions started before the
MCR, even if this happens aftéycg.

The potential transient overlap in the workload derivimanirtasks of modes | and Il after the MCR can lead to
an overload situation for the system. As indicated in Se@pothe overload can be avoided by delaying the start
of tasks in mode Il by an offset of length In this case, activations for added tasks will be acceptidyl at time
t > tmer + 0. For changed tasks, no activations are accepted in theahfencr, tmcr + 9). They are activated
with the parameters of mode | for< tycr and with the parameters of mode Il for> tycr + 9.

Schedulability for a system undergoing a mode change isatkf@s all tasks in the systeatwaysmeeting
their deadlines (in mode |, mode Il and during the transjtidm the next two sections we present methods for
schedulability analysis across mode changes under FP aRagé&i2duling, respectively. In both cases we assume
schedulability for both modes in mutual exclusion.

5 Mode Change for Fixed Priority Scheduling

Consider a single processor system which executes muttigless according to a preemptive FP scheduling
policy. Consider two modes | and Il in which the system is skctteble, and a change from mode | to mode Il
for which schedulability needs to be proven. Assume thaafgeneric task a service curved’ is given as input
that lower bounds the service which is available-tior all time intervals, i.e. it is valid in mode I, mode II, and
during the transition. If- is an unchanged task with activation patterand deadlinel, using [3) we can check
for schedulability, and witH{4) we can directly compute hds on the remaining servigg.

If 7is a changed task, we have to take into account that its waxdkdthvanges from; to «; and its deadline
from d; to d). We want to find an arrival curvé&® which upper bounds the workload offor all time intervals.
Givena* we will compute the service remaining for lower priority kasoy means of (4). Here we consider two
different cases. In the first case we assume that the swibch fnode | to mode Il is immediate. In the second
case we consider an offset of lendthetween the two modes. Note that added and completed taske deeated
as changed tasks.

Casel: Immediate Start of Mode |l Task

In this case, mode | activations ofstop attycr and mode 1l activations are accepted £0¢ tycr. In order to
guarantee the schedulability of we have to verify that the task always meets its deadlines.et¥ents of mode
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| the deadline is guaranteed to be met if @éﬂ,ﬁl) < dj. For events of mode II, we have to consider not only
the worst-case activation pattern of mode Il givendlfy but also the fact that all buffered events of mode | need
to be processed before any event of mode Il. Thus, all evémtsode Il are guaranteed to meet their deadline if
Del(a}f + Buf(a¥, 3), 3') < dy 8

In order to safely bound the service remaining for lower fitydasks, we need to find an arrival curg® that
upper bounds the workload effor all time intervals, i.e. which is valid in mode |, mode Il, andaturing the
transition. Such an arrival curve can be computed with

a"(A) = sup {af(A—=A)+aj(A)}. @)
0<A<A
This result can be understood by looking at time intervallen§th A that start before the mode change and
end after it. In terms of the resulting arrival curve we needdnsider the worst case with respecafttylocation
of this time interval relative to the mode switch, i.e. stagtA — ) time units before and endingtime units after.

Proof. Consider a time intervdk, t) with ¢ > s andt — s = A. Then we can distinguish three cases that are
depicted in Figurél4:

Figure 4. Case distinction for event bounding

a) t < tmcr (the interval lies entirely before the MCR)
b) s> tmer (the interval lies entirely after the MCR)
C) s < tmcr <t (the interval spans across the MCR)

From the definition of upper arrival curve we can derive tHfang inequalities:

R[s,t) <af(A) for t<tmcr (casea)

R[s,t) < aff(A) for  s>tmcr (caseb)

1The sum of an arrival curve and a constant' is an arrival curvexg defined asys(A) = a(A) + Cfor A > 0andag(A) = 0 otherwise.



R[s,t) = Rjy[s,tmcr) + Rultmcr,t)
Subst. A :=1t— tpmcr
= Ryls,t—A)+ Ryt —A\t)
= Rrs,s+A—-N+Ris+A—-X\s+A)

< af(A =N +ai(N)
< sup {af(A—=XN)+aof(N)}
0<A<A

for s<tucr <t (casec)

We have that
sup {af(A =) +ai(\)} > af(A) VA

0<A<A
and
v {af (A =X) +ail(V)} = aif(A) VA,
thus @"(A) := supg<y<a {07 (A — A) +ff (A)} is avalid upper bound for all three cases. O

Case 2: Delayed Start of Mode Il Task

In this case, mode | activations efstop attycr, While mode Il activations are accepted only fo¥ tpmcr + 6.
In order to guarantee schedulability, again we have to maieethat deadlines are always met. For events of mode
| we have to check that D@i}‘,@) < dy. For events of mode Il, we have to consider not only the ex¢steof
events remaining from mode I, but also that some of them cbealgrocessed during the offset interval. Thus,
all events of the mode Il are guaranteed to meet their deadlibel(«jf + Buf(ay, 3}) — 3(6),3') < dy. The
workload ofr is safely upper bounded by the following equation which ifthia mode I, mode 11, and also during
the transition

a"(A) = max {aﬁ (A), sup {af(A—=X)+aff(A— 5)}} (8)
0<A<A

In comparison to{|7), we just shift the arrival curve asstao the second mode by the offgetin addition,
we need to explicitly consider the arrival curve of modenlf1) it is implicitly taken into account.

Proof. Consider a time intervalls,¢) with ¢ > s andt — s = A. Then we can distinguish six cases that are
depicted in Figuréls:

a) t <tmcr

b) s>tmcr+96

C) s<tucrR<t<tmcr+9d
d) tMcr<s<tucr+0 <t
€) tMcrR< s <t<tmcr+ 90

f) s<tmcr <tmcr+9d <t



Figure 5. Case distinction for event bounding in the presenc e of a pause time §

Using the definition of arrival curve and considering thatewents arrive during the pause tifiewe can derive
the following inequalities:

R[s,t) < af(A) for t<tmcr (casea)
R[s,t) < aff (A) for s >tucr+ 0 (caseb)

R[s,t) < af(tmer — s) < af(A)
for  s<tmcr<t<tmcr+d (casec)

Rls,t) < off (t —tmcr — 9) < aff (A)
for  tmcr<s<tumcr+0 <t (cased)

R[S,t) =0 for tMcr < s <t <tmcr+9d (casee)

R[s,t) = Ry[s,tmcr) + Ru[tmcr + 9,t)
< af(tmcr — s) + aff (t — tmer — 9)
Subst. A : =t — tMmcR
= aft—A—s)+ai(A=9)
= af (A=) +ai(A=9)

sup {af(A—=A)+ai(A=9)}
0<A<A

IN

for s <tmcr <tmcr+ 6 <t (casef)

If we take the maximum of the right hand sides of the ineqgealitwe get an upper bound for the number of
activations ofr which is valid in all the cases:

a"(A) = max {af(A),aff (A), sup {af(A—N) +afi(A—o)} }
0<A<A
We have that

sup {af(A =N+ af(A=19)} > af(A) VA,
0<A<A
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thus
a(A) = max{ajf(A), sup {af(A-N)+afi(A-0)}}
0<A<A

O

Let us consider again the application scenario present&dation 2. We want to determine a length for the
offsetd which is sufficient to guarantee all timing constraints fue video decoding. First we represent the arrival
pattern of §, S; new and S with appropriate arrival curves, |, a1 andog, respectively. This is simple due to
the periodic nature of the event streams. Then, we computedsdfor the workload of Twhich are valid for all
time intervals by means dfl(8). At this point we can safelyéolwound the remaining servigb for T, with (@).

In order to verify whether it is sufficient for the timely deting of video stream § we use[(B) withézl andosg.
For the described mode change with an offset of 21 time umé&srtequality is not satisfied, as highlighted in the
plot of Fig.[6. This confirms the deadline miss observed in[Big

6 Mode Changefor EDF Scheduling

Consider a single processor system with EDF scheduling diipteutasks and two modes, | and Il, in which
the system is schedulable. Consider a change from mode Ide thtor which schedulability needs to be proven.
All deadlines are guaranteed to be met if for all time inténthe total maximum processing demand is always
smaller than the minimum servig# available from the processor. In order to verify this coiodit we need to
upper bound the total processing demé&ntbr all intervals, i.e. we need to compute a bound which is valid for
mode I, mode Il, and also during the transition.

Let I'y be the set of unchanged tasks dhgthe set of completed, added and changed tasks. For the sake of
simplicity, we replace each changed task with an equivglairtof a completed and an added task, such fhat
consists of completed and added tasks only. The maximunegsotg demand of the task $&t will be denoted
by Q; and can be computed withl (5). Like for the FP case, for thestasK- we distinguish two situations: an
immediate switch between the modes, and a switch with aetaffssizes between the modes.

10



Casel: Immediate Start of Mode |l Tasks

LetI'| be the set of completed tasks dnglthe set of added tasks, with> = I', UT'j;. An upper bound for the
maximum processing demandIof which is valid for all intervals can be computed with

Qc = sup { Z ad(A — max{d,,\}) + Z at(N— dT)}. 9)
0SASA * ey rely

This result can be explained by looking at time intervalsenigth A that include the mode switch. In contrast
to (@), we need to consider the maximum combimpedcessing demandf completed and added tasks for any
position of the interval relative to the mode switch. In parfar, we move the interval to the right bytime
units and take the worst case location. Teenandis computed by shifting the arrival curves by the respective
deadlinesi,. For mode I, we have to consider that the processing demaadahpleted task with deadlined -
does not change as long &s< d,. It only starts to reduce whek > d, which leads to the shift of the respective
arrival curve bymax{d,, A} .

Proof. We prove only the case with one completed tasknd one added task . The generalization to multiple
completed and added tasks is straightforward and omitteddiociseness. We want to prove that the processing
demand is upper bounded by

Qc = sup {aﬁl (A —max{d,,,A\}) + af (A —d, )}
0<A<A

Consider a time intervdk, t) with ¢t > s andt — s = A. Then we can distinguish three cases that are depicted
in Figure[3:

a) t < tumcr (the interval lies entirely before the MCR)
b) s> tmer (the interval lies entirely after the MCR)
C) s < tmcr < t (the interval spans across the MCR)
Casea) The processing demand is upper bounded by
Qc = ¥ (A — dy), (10)
whered,, and«, are the deadline and the upper arrival curve of taskespectively.
Caseb) The processing demand is upper bounded by

Qo = o (A —d,). (11)

Casec) Define\ :=t — tycr. If X < dr, at mostaZI(A — d,, ) events ofr; contribute to the maximum
processing demand, as illustrated in Figﬁ(l)t A > d;,, all events ofr; arriving in the interval
[s,tmcr) contribute to the processing demand, that is, at m¢istA — \) events. This case is illustrated
in Figureq 7(I) and 7(1T). In summary, for any position dfet intervals, t) with respect taycr, at most
o} (A —max{d,, \}) events have to be taken into accountfpr

Concerningr, if A < d,, no events ofy have to be taken into account for the processing demand sinc
all events ofr arriving during the intervaltucr, t) will have deadlines outside of this interval. This case
is illustrated in in Figureg 7(l) ar{d 7()1). ik > d, , the maximum number of events af contributing to

the processing demand is given &Y (A — d, ), as shown in Figure 7(TI)).

*Note that the Figurds 7{)-7(Tll) depict only the caég < d., , but the same results hold for the calse > d, .
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In order to upper bound the combined processing demand aridr;;, we have to consider the worst-case
among all possible positions of the interyalt) with respect tducr. This leads to the following equation:

Qc = sup {aﬁl (A —max{d,,,A}) + af (A —dq, )} (12)
0<A<A

For A\ = 0 equation [(IR) corresponds to equatibnl (10). Similarly, ¥o= A equation [(IR) corresponds to
equation[(Ill). Thus, equatidn {12) is a valid upper boundhferprocessing demand amyinterval of sizeA.
]

Case 2: Delayed Start of Mode Il Tasks

For a mode change with an offset of length> 0 between the modes, the processing demaric-ofs upper
bounded by

Q¢ = max { Z at(A —d;), sup { Z (A —max{d;,\}) + Z at(N—d; — 5)}}

Tel'y OSASA el el

Proof. (SketchBimilar to the relation betweehl(7) arid (8), we just shift éineval curve of the second mode in
(9) by an additional termi which corresponds to the length of the offset. Again, we rieekplicitly consider the
arrival curve of mode lII; in[(9) it was implicitly taken intacaount. O

For both cases all deadlines are guaranteed to be met déspiteode change if

Q=Qu(A) + Qc(A) < FY(A) VA e RZ0. (13)

Let us come back to the application scenario of Sedtion 2. \Aletwo determine whether the mode change
is feasible without any offset for tasks Bnd T, with EDF scheduling. We compute the maximum processing
demand?, for T, with (). Then, we usd {9) to compute a safe upper bound foptbeessing demand; of Ty
which is valid for all time intervals. At this point we can Vfgrwhether the total maximum processing demahd
exceeds the minimum servigk provided by the processor. Fid. 8 represents the two cunveslaows that this is
the case, i.e. a safe mode change cannot be guaranteedtveithoffiset.
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7 Case Study

In this section we show how the proposed theory can be appiiede analysis of the system described in
Section[2 with realistic MPEG-2 video streams. We consitiat & mode change occurs in one of the video
streams and we want to reduce its effects on the other videarst The case study illustrates that the proposed
methods can be applied to the mode change analysis of taskdwed with fixed or dynamic priorities and
activated by streams with arbitrary complex arrival patserWe show that a designer can find a sufficient offset
such that a mode change in certain tasks does not affecnimgtrequirements of other tasks. In the case study,
first we run a simulation with different sets of video streamnd collect data for their arrival patterns and workload
demands, then we compute workload arrival curves which eerughe mode change analysis.

7.1 Experimental setup

We simulate the system architecture shown in Big. 1 with tifferént sets of video clips. The first set consists
of regular clips with moderate to high motion content. It &ested to be representative for clips having high
workload for the CPU. The second set consists of clips dyspdestill images. Itis representative for low workload
clips. All of the clips are MPEG-2 encoded and have the saamadrresolution of 704 x 576 pixels. Each frame
is made up of 1584 macroblocks. The down-scaling for the IdriBlwindow is being done at the output device.
The two video streams arrive at a constant bitrate of 8 Mbglaatwo playout buffers are read at a constant rate
of 25 frames/second. The CPU is set to run at a processoreinegof 3 GHz.

The two MPEG-2 decoding tasks have been mapped to the CPU.dBthem implement the variable length
decoding (VLD), the inverse quantization (1Q), the invediscrete cosine transform (IDCT), and the motion
compensation (MC) tasks. A scheduler schedules the tws t@askording to the selected QoS parameters for
each stream. In this application the QoS has been reflectdwkipriorities of the tasks for the FP case or in
the deadlines of the tasks for the EDF case. The simulatiothéotwo sets of video clips have been performed
using a SimpleScalar modél [1] of the CPU (with #im-profileconfiguration and the PISA instruction set). The
video streams are modeled at the macroblock granularitgh Eampressed macroblock in the input stream is
made up of a variable number of bits. Therefore, at the mémcklgranularity, a constant bit rate translates into
a bursty arrival pattern. This can be observed in the upperabcurve for the set of high workload video streams
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Figure 9. Workload for high motion video in number of macrobl ocks (a) and processor cycles (b)

shown in Fig[ 9(d) which is expressed in number of macroldaukiving per time unit. Similarly, the number

of processor cycles required to process a macroblock isvalsable. During the simulation, workload data was
gathered for the two tasks running the two different setgrebns. It represents the worst case resource demand
in CPU cycles for processing one, two, and more consecutagablocks in a video stream. For the analysis, this
data was combined with the arrival pattern of macroblocksrier to obtain workload based arrival curves. The
corresponding curve for the high workload set is shown in[8{B].

7.2 Modechangeanalysis

The analysis starts from the fact that the system can med¢adilines in all modes in mutual exclusion. Mode
changes are first analyzed with offget= 0. If the system is found schedulable then the mode changee&an b
performed safely without any offset. However, if the systenmfound unschedulable, the analysis is performed
repetitively with different sizes of which are chosen by binary search. Analysis stops when tladlesty is
found that makes the system schedulable during the modgehan

7.3 Results

We use two different scenarios. In the first one the CPU sdbeduplements a FP scheme, and in the second
it implements EDF. Context switches are considered to takegégible time. For both scenarios we perform a
mode change where the video displayed on windoywdhanges from video stream $high motion content) to a
video stream $new With a lower workload (still image). We find an offset whichtiee smallest offset such that
video stream Smeets its deadlines during the mode change, i.e. there issngption in the video displayed in
window Wh.

Case A

Here we consider FP scheduling of the two MPEG-2 decodingstagiere stream 185, new IS processed with a
higher priority than $. S; and S new have both a maximum delay requirement of 14ms. In both madesam
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S, does not change. It has low workload and a delay requirenfe8@rns. The analysis is first performed for an
immediate change from;30 S; new Without any offset. As can be seen in Hig] 10, wiea 0 the CPU service
remaining for task ¥ which processes stream B8 not sufficient to meet the delay requirement. After reipgat
the analysis for varioué chosen by binary search, the smallest offset found+4s26ms. The result is shown in
Fig.[10.

CaseB

This scenario is exactly the same as the previous one, eltafpthe two tasks processing the two streams are
scheduled by an EDF scheduler. Deadlines are chosen to betedbe delay requirement for the previous case.
Performing the same steps, we find a smallest offsetl 2ms such that Talways meets its deadline. Results are
shown in Fig[TlL.

Both scenarios show the counterintuitive result that perfiog a mode change can lead to timing violations
during the transition period even when the system utilwats reduced in mode II.

8 Conclusion

In this paper we presented a new approach for the design ahygsanof adaptive multi-mode embedded real-
time systems. We introduced methods for scheduling arsatigging mode transitions. They guarantee the timing
behavior of multi-mode systems with FP or EDF scheduling rofagbitrary number of tasks. They can also
be applied to any hierarchical combination of FP and EDF dulmey policies. The analysis is not bound to
particular event stream models, but supports any arbiteskyactivation pattern. We looked at immediate switches
between modes, and showed that such changes often invalwessent overload of the system. Subsequently, we
considered mode changes with an offset for the start of miodeshs and we showed how the offset can be used
to make an unschedulable transition schedulable. We prilveedpplicability of the presented methods through
analysis of a case study.
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